
IS YOUR STORAGE 
INFRASTRUCTURE 
READY FOR THE 

COMING AI WAVE?



The storage infrastructure, when an IT planner views 
it end-to-end, can take years to evolve. It is tempting 
to think of Artificial Intelligence (AI) as some future 
technological workload. Still, the reality is that the 
use of AI will be standard across organizations of 
all sizes and industries. Dealing with AI workloads 
will be unlike anything that IT has ever dealt with in 
the past. AI workloads feature massive unstructured 
data sets, require incredibly high, semi-random 
performance, and decades of data durability.  

AI promises to not only create entirely new industries, 
but it will also fundamentally change the way 
organizations large and small conduct business. 
IT planners need to start revising their storage 
infrastructure now to prepare the organization for 
the coming AI wave.



Artificial Intelligence (AI) is a broad term that can apply to 
various computing tasks, including machine learning, deep 
learning, and big data analytics. Many AI projects are in a 
proof of concept stage, but CIOs and IT Managers need to 
understand that in the future, almost every business outcome 
and workflow will use and depend upon some form of AI 
processing. The time is now to prepare the infrastructure for 
that eventuality. As AI environments move into production 
and begin to grow in size and importance, organizations 
need a strategy to address challenges the AI at scale will 
create for both the compute and storage architectures. 

CHAPTER 1
IS YOUR STORAGE 
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AI WAVE?



LIKE THE CLOUD WAVE, BUT BIGGER

ADDRESSING THE MISCONCEPTIONS 
ABOUT AI

For the last decade, developing a cloud strategy was at the top 
of every CIO’s to-do list. Developing an AI strategy will quickly 
replace developing a cloud strategy, but the AI strategy is more 
critical. The cloud strategy impacts where the organization 
should store and process data, while the AI strategy will, quite 
literally, impact what business the organization does and how it 
does it. It is also reasonable to expect that most organizations 
will use each of the AI workload types to drive their businesses.

Before organizations can establish an AI strategy, they need to 
clear up AI misconceptions. A common misconception is that AI 
is a single type of workload. In reality, each of the sub-types of 
AI processing (deep learning, machine learning, and big data 
analytics), are very distinct workloads with unique storage and 
IO characteristics. Each of these workloads requires different 
capabilities from the storage architecture. For example, image 
recognition today is dominated by deep learning techniques, 
and the workload that deep learning applies to the storage 
infrastructure is very different from the workload imposed by the 
other AI technologies. Organizations need a strategy to select a 
single storage infrastructure that meets the needs of the various 
AI workload types. 



CONCLUSION

The various sub-types of AI processing each have unique types of IO profiles, but all have a common 
requirement of keeping GPUs busy. In our next chapter, we will look at the unique IO profiles of each  
AI-workload type, and the storage challenges the AI workload at scale creates.

THE JOURNEY TO AN AI INFRASTRUCTURE

For most organizations, the journey to an AI infrastructure starts 
with infrastructures that look very similar to High-Performance 
Computing (HPC) Infrastructures. Some similarities make 
HPC a logical starting point. HPC and AI both consist of 
many compute nodes, parallel file systems, and scale-out 
storage nodes to meet capacity and performance needs. HPC 
infrastructures are the evolution of computing from a single 
monolithic supercomputer to a scale-out compute cluster 
infrastructure leveraging dozens, hundreds and even thousands 
of commodity nodes.  

Having so many nodes creates a problem. How can they all 
access a single file system at the same time? A file system or 
Network Attach Storage (NAS) system delivers universal access 
but also creates a performance problem. The file system head 
or NAS controller becomes the bottleneck. In HPC, the single 
node NAS head gave way to parallel file systems where all 
nodes have direct access to the file system without funneling 
through a file system controller. The parallel file system enabled 
HPC storage infrastructures to keep all the nodes at the HPC 
compute tier busy. 

AI Infrastructures are on a similar path. NVIDA’s DGX-1 / DGX-2 
Graphics Processing Units (GPUs) are the equivalent of the AI 
supercomputer. Today in the proof of concept phase, because 
of GPU cost, there are only a few nodes within an AI cluster that 
contain GPUs. When AI scales, every node may utilize GPUs.

Graphics Processing Units (GPUs) are more than just the brains 
behind AI’s neural networks. They are the core enabler of this 
intelligence. Keeping GPUs busy is job one for the rest of the 
infrastructure, which means much of the attention is turning to 
the storage infrastructure, which has to deliver data to these 
GPUs as fast as they can process it.

Because of the initial small, proof of concept scale, 
organizations, to some extent, can ignore the cost of storage 
infrastructures and use extremely costly, high-performance 
all-flash solutions. However, scaling these environments for 
production AI use cases requires a more intelligent approach, 
which leverages commercial parallel file systems. Instead of 
using just any storage node, the storage node, while still using 
commodity hardware, has to have specific capabilities and 
quality control to meet the performance and reliability demands 
of the various AI workloads. Otherwise, the organization may 
be forced to buy a unique storage system for each use case. 



CHAPTER 2
UNDERSTANDING THE CHALLENGES 
THAT AI AT SCALE CREATES

Artificial Intelligence (AI) is in its infancy and the 
requirements it places on the storage architectures that 
support these workloads are not widely understood. As a 
result, an organization starting an AI initiative can initially 
get away with using an all-flash storage system. Getting 
these projects off to a quick start is so crucial that most 
organizations can justify 100TBs of flash investment. 
A flash-only strategy may work for the organization as 
it moves through development, testing, and even early 
production. The challenge is dealing with the storage 
infrastructure requirements as these environments go 
mainstream. As AI workloads reach full production, their 
storage requirements can grow exponentially. One hundred 
petabyte plus environments with dozen and potentially 
hundreds of GPUs may not be uncommon. 

There are three primary challenges that AI-at-Scale creates 
for the storage infrastructure. The storage infrastructure 
needs to support high capacity storage requirements, long 
term data retention, and of course, high-performance 
processing. 



AI AT SCALE REQUIRES CAPACITY AT SCALE

AI AT SCALE REQUIRES RETENTION

Artificial intelligence simulates human intelligence by 
processing billions, if not trillions of data points, fast. In 
some cases, each data point is in a separate file that is read 
sequentially. These files need to be stored, but given the 
capacity requirements of AI environments in full production, 
the current approach of storing all data on an all-flash array 
is impractical. Some organizations may justify the expense 
of petabytes of flash storage, but if one of their competitors 
architects a similarly performing storage infrastructure 
leveraging less expensive media then that competitor will have 
a distinct advantage. 

The second requirement of a storage system that supports a 
full production AI workload is retention. The accuracy of AI 
increases in lockstep with the amount of training data that it 
can access. The organization rarely deletes the data points 
it uses to train its AI workloads because of the initial cost in 
acquiring it. These data sets also do not follow the typical 
data access model of decreased chance of use as it ages. The 
chances of the AI workload needing to reprocess old training 
data are almost 100%, so the entire data set needs to remain 
readily accessible. Once again, AI in production is an ideal 
workload for a mixed flash and hard disk environment. The 
storage system needs to have the intelligence to manage 
metadata quickly and store the right type of data on the correct 
type of storage. 

AI AT SCALE REQUIRES PERFORMANCE

The third requirement is, of course, high performance, but how 
that performance is delivered is not quite so obvious. Training 
an AI application is an iterative process. Improving accuracy is 
a process of repeated training, tweaking the AI algorithm and 
then training again. The faster the iteration occurs the more 
accurate the developer can make the model, which increases 
the pressure on the storage infrastructure. The key in most AI 
workloads is to make sure that the graphics processing units 
(GPU), standard in these environments, are kept as busy as 
possible. The cost of GPUs is too high for them to be idle for 
too long. Depending on the AI workload, a scale-out storage 
system with many nodes and a mixture of flash and hard disk 
may easily meet the GPU IO requirements. AI workloads tend 
to be very parallel, and a parallel, scale-out storage cluster may 
meet the challenge even with hard disk drives. 

Another key in AI performance is how well the storage 
infrastructure manages metadata. High metadata 
performance, given the high file/object count of AI data sets, is 
critical to the success of the storage infrastructure. The storage 
infrastructure needs to segregate metadata from the standard 
IO path and storage so that the storage infrastructure can 
process metadata requests quickly. 

High-performance metadata contributes to another aspect of 
performance, low latency. AI workloads are more in need of low 
latency than they require high IOPS. Metadata performance 
contributes to low latency, as does well-designed storage 
software and infrastructure. 

CONCLUSION - AI NEEDS MORE THAN FLASH

IT planners cannot create AI storage infrastructures that are exclusively flash. The cost of petabytes of flash 
is the primary reason. Another reason, though, is most all-flash systems are block-based. AI at scale needs 
multiple systems with GPUs in them to process all those data points, so a network-attached storage system 
is required. AI environments, however, can’t go to the extreme of a do-it-yourself infrastructure, such as those 
that are popular in academic High-Performance Computing. A system that is turnkey but doesn’t require 
proprietary components enables the organization to meet all of the requirements without getting bogged down 
in a science project. 



In our last chapter we covered the challenges that AI at Scale 
creates for storage infrastructures. To support the coming wave 
of AI applications, storage infrastructures need to deliver a 
tremendous amount of storage capacity with the ability to retain 
data for long periods of time, while also ensuring it is accessible. 
These systems also need to deliver high-performance, not only 
in terms of sequential small file Input/Output (IO) but especially 
in terms of metadata performance. This chapter looks at current 
storage infrastructures to see if they can meet the AI at Scale 
storage challenges. 

CHAPTER 3
CAN CURRENT STORAGE 
INFRASTRUCTURE  
MEET THE AI AT  
SCALE DEMAND?



DIRECT-ATTACHED STORAGE 

Direct attached storage (DAS) is experiencing a rebirth in 
popularity. Modern applications are now architected in a way 
that provides protection from both media and node failure. The 
advantage of using DAS is that it eliminates network IO when 
processing data. It is also, at least on the surface, less expensive 
because it can use commodity storage instead of enterprise 
class storage found in typical shared storage system. 

DAS, though, is plagued by its classic shortcomings. DAS 
systems, even in modern workloads, still end up creating islands 
of storage that isolate performance and capacity. These 
clusters are susceptible to having the wrong data on the wrong 
node, or making too many copies of data so that more nodes 
have the data, which significantly drives up the cost of the 
system. The cost of isolating central processing units (CPU) 
is multiplied in AI workloads where graphics processing units 
(GPU) are common. Organizations simply can’t afford to have 
$8,000 GPUs sitting idle because they can’t get to the data. 
The networking disadvantage of shared storage systems is 
quickly being overcome thanks to higher and higher speed 
networking, better more efficient protocols and parallel file 
systems. Additionally, the DAS deployment still requires 
networking for copying data, and the need to increase the 
number of copies makes the situation worse. 

Shared storage seems to be the better option to keep AI 
workloads running efficiently while making sure costs are 
contained. The next decision is which type of shared storage 
should IT select?



Traditional storage architectures aren’t well suited 
to the requirements of AI at scale. Organizations 
need a different type of storage infrastructure. The 
solution for AI at scale is a storage system that is 
on-premises. It needs to be shared and more than 
likely needs to be file system based. It needs to 
support true parallel access so that each compute 
node can directly interact with each storage 
node without routing through control nodes. It 
also needs to be multi-tier so that the massive AI 
data sets can be cost effectively stored. Finally, it 
needs to be very efficient and performant in how it 
handles metadata because of the number of files/
objects typical in an AI at scale workload. 

In our next chapter we’ll discuss how vendors 
need to architect next generation storage 
infrastructures to meet the demands of AI at scale. 

PUBLIC CLOUDSHARED SCALE-UP

SHARED-SCALE OUT

Another option is the public cloud. The challenge from an AI 
perspective is the cost of using the public cloud. The public 
cloud makes the most sense for temporal workloads and where 
resource utilization is either idle or peak. Again, the goal of an 
AI infrastructure is to run GPUs at 100% for as long as possible, 
essentially always at peak. The cost of renting GPUs 100% of 
the time quickly exceeds the cost of buying the GPU outright. 
There is also the problem of the massive data set. Storing 
dozens or hundreds of petabytes of data in public cloud storage 
for a long period of time is very expensive. While the public 
cloud infrastructure may support AI at scale the cost of the 
infrastructure makes it impractical. 

Shared scale-up storage is the most common and potentially 
most familiar of the available shared solutions. Like DAS, 
shared scale-up storage has classic shortcomings that AI 
workloads actually expose faster than traditional workloads 
would. The most obvious is how much total data can the 
systems store? Most scale-up systems can barely grow to one 
petabyte of storage per system and since most AI at scale 
workloads will require dozens if not hundreds of petabytes, the 
organization may require a similar number of scale-up storage 
systems. 
Even if capacity challenges were overcome, AI at scale may 
create performance problems. These systems typically have 
a finite number of storage controllers. Two controllers are the 
most common. A typical AI workload is highly parallel, so it can 
easily overwhelm a small controller set. 

Scale out storage systems may seem like a good alternative. If 
these systems are flash-based they may deliver the performance 
that AI at scale requires but they typically will run into two 
challenges. First, there is typically a set of control nodes which 
all IO routes through. These control nodes, like the controllers 
in scale-up storage, can also become a bottleneck. Secondly, 
most scale-out all-flash systems don’t efficiently move data 
to less expensive media tiers like hard disk drives. The cost of 
dozens or hundreds of petabytes of flash is prohibitive. 

In theory, an organization can combine a scale-out all-flash 
array with a parallel file system to meet their design goals. 
The problem is, again, a lack of efficient data movement to 
less expensive storage. There is also the added problem of 
supporting a file system from one vendor and hardware from 
another. AI at scale compounds the problem because of its 
performance demands. Troubleshooting performance issues 
when multiple vendors are involved is very difficult. 

CONCLUSION 



CHAPTER 4
THE REQUIREMENTS OF AI AT SCALE 
STORAGE INFRASTRUCTURES

Artificial Intelligence (AI) at scale raises the bar for storage 
infrastructure in terms of capacity and performance. It is not 
uncommon for an AI or machine learning (ML) environment 
to expect growth to dozens if not hundreds of terabytes 
of capacity. Despite what vendors that only offer all-flash 
arrays might claim, these environments are simply too 
large to be stored on only one tier of all-flash. Most of these 
environments, because of their parallel nature, are served 
almost as well from hard disk drives as they are from flash. 



REQUIREMENT #1 -  
HIGH-PERFORMANCE NETWORKING

REQUIREMENT #2 -  
SHARED STORAGE

It is not uncommon for AI/ML environments to create a cluster 
of computing servers that use internal or direct-attached 
storage (DAS). Even though shared storage is much more 
efficient at using available capacity and distributing the 
workload more evenly to computing nodes, organizations are 
willing to sacrifice these efficiencies to eliminate the latency 
of the network between the computing nodes and the shared 
storage creates. 

NVMe Over Fabrics (NVMe-oF) is a next-generation network 
explicitly designed for memory-based storage devices like 
flash and non-volatile RAM. It delivers latencies that are nearly 
identical to DAS NVMe. NVMe’s deep command and queue 
depths also make it ideal for highly parallelized workloads and, 
AI/ML are potentially the most parallel of all workloads. NVMe-
oF may have been designed specifically for memory storage, 
but it is also tailor-made for AI/ML.

If NVMe-oF can resolve the latency issues between computing 
and storage, then it enables the second requirement, shared 
storage. An NVMe-oF connected shared storage solution 
enables the workload to benefit from all of the natural attributes 
of shared storage. First, all nodes have access to all data, 
which means that the workload can more evenly distribute 
its computing load. It also means that nodes with Graphics 
Processing Units (GPU) can access all the data. Since GPUs 
are significantly more expensive than a CPU, keeping GPUs 
busy is a high priority, and shared storage makes that easier. 

When measuring a workload’s capacity requirements in dozens, 
if not hundreds of petabytes, any gains in storage efficiency 
can provide dramatic cost savings. In a cluster with dedicated 
drives for each computing node, IT cannot easily reassign 
available storage capacity to other nodes in the cluster. The 
lack of resource pooling in the DAS model also means that 
the organization can’t effectively use the high capacity drives 
coming to market from manufacturers. A dual-purpose 
node (computing and storage) now has the potential to 
have 12 or more 16TB+ flash drives or 18TB+ hard disk drives 
installed, which a single node may not use effectively. If the 
AI/ML storage architecture pools those same drives from 
dedicated servers, they can be more granularly allocated. 
An AI/ML workload needs to not only scale-out to meet the 
capacity requirements, but storage nodes must also be directly 
accessible to meet the performance demands. 

REQUIREMENT #3 -  
MULTI-TIER 
Given the size of the AI/ML data set, tiering is almost a must 
since dozens of petabytes of flash is simply too expensive. In 
fairness, some AI workloads don’t follow the 80/20 rule, where 
at any given time, 80% of the data is inactive. These workloads 
can go from 100% dormant to 100% active. Still, they are highly 
parallel, and hundreds of lower performance hard disk drives 
all feeding the workload at the same time should deliver the 
performance these workloads need. If not, they can deliver data 
as quickly as current networking technologies allow.  



REQUIREMENT #4 - PARALLEL ACCESS

REQUIREMENT #5 - MULTIPLE PROTOCOLS 

REQUIREMENT #6 - ADVANCED METADATA HANDLING

Parallel access means that each node in the storage infrastructure 
provides each computing node in the AI/ML cluster direct access to the 
data it needs. A single control node does not bottleneck it. The high level 
of parallelism is critical to AI/ML because of the number of computing 
nodes that may want simultaneous access to the storage pool. It is the 
parallelism that enables the throughput to make hard disk drives viable as 
a component within AI/ML storage infrastructures. A parallel file system 
almost always requires a client or agent, but that agent, in addition to 
providing parallel access, also frequently requires less overhead than the 
typical NFS protocol. 

Despite the requirement for parallel access for processing, another 
requirement is multi-protocol access, which is particularly helpful for 
ingesting data into the storage infrastructure. Many AI and ML projects 
receive their data from Internet of Things (IoT) devices. These devices 
often need to communicate with the protocol that comes with it. 
Many devices communicate via SMB or NFS, and a few use S3. More 
importantly, almost none use a native parallel file system client.  

AI/ML workloads are metadata heavy, although not typically because 
they use rich metadata like a media and entertainment workload might. 
The importance of metadata in AI/ML workloads comes from the sheer 
number of files common to it. In most cases, the dozens to hundreds 
of petabytes in AI workloads are made up of billions of files. Each of 
those files has metadata, and just like other workloads, the bulk of IO 
transactions are to/from the metadata. The AI/ML storage infrastructure 
has to manage the metadata so that it maintains the performance of 
the system even as the file count grows. The metadata needs distribution 
across the storage cluster so that all the nodes participate in its 
management. Vendors might also look at storage metadata on flash in 
each storage node to make sure the system is always responsive. 

CONCLUSION 

AI/ML workloads are fundamentally different from any other workload the organization may have run in the 
past. Early AI/ML projects have counted on DAS for data storage. The problem is that DAS doesn’t distribute 
the load evenly, something that is critical as the number of GPUs per AI workload increases. Also, DAS is highly 
inefficient, and the waste in capacity and time spent copying or moving data eliminates the price advantage of 
cheap internal drives.



Storage Switzerland is the leading storage analyst firm focused on the 
emerging storage categories of memory-based storage (Flash), Big Data, 
virtualization, and cloud computing. The firm is widely recognized for its 
blogs, white papers and videos on current approaches such as all-flash 
arrays, deduplication, SSD’s, software-defined storage, backup appliances 
and storage networking. The name “Storage Switzerland” indicates a 
pledge to provide neutral analysis of the storage marketplace, rather than 
focusing on a single vendor approach.

Panasas®️ supports industry and research innovation around the world with 
PanFS, the fastest parallel file system at any price point, delivered on the 
ActiveStor Ultra turnkey appliance to maximize simplicity, boost reliability, 
and provide the lowest TCO. Panasas data storage provides the extreme 
performance, enterprise-grade reliability and manageability required to 
process the large and complex datasets associated with mixed workload 
HPC environments as well as emerging applications like AI, AR, VR, 
precision medicine, and autonomous driving.
Expect more from your storage. Choose Panasas.


